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Abstract—Metabolic profiling, the study of changes in the
concentration of the metabolites in the organism induced by
biological differences within subpopulations, has to deal with a
very large amount of complex data. It therefore requires the use
of powerful data processing and machine learning methods. To
overcome over-fitting, a common concern in metabolic profiling
where the number of features is often much larger than the
number of observations, many predictive analyses combined dimension reduction techniques with multivariate predictive linear
modeling. Moreover, they built a global model that identifies
biomarkers predictive of the output of interest giving their overall
trend variations. However, this fails to capture local biological
phenomena underlying subgroups of subjects. More recently,
local exploration methods based on decision trees approaches
have been applied in metabolomics but they only explore random
parts of the feature space. In this study, we used a supervised
rule-mining algorithm that locally and exhaustively explores the
feature space to predict chronic kidney disease (CDK) stages
based on proton Nuclear Magnetic Resonance (1 H NMR) data.
From the discriminant subregions obtained with this exploration,
we extracted local features and learned a L2 -regularized Logistic
regression (L2 LR) classifier. We compared the resulting local
predictive model with a standard one, combining classical univariate supervised feature selection techniques with a L2 LR, and
a model mixing both global and local features. Results show that
the local predictive model is more powerful in terms of predictive
performance than the mixed and global models. Additionally, it
gives key insights into biological variations specific to subgroups
of subjects.

I. I NTRODUCTION
A. Context
Metabolic profiling or metabolomics combines analytical
technologies used to identify and quantify multi-parametric
signals about the set of small molecules (i.e. metabolites) in a
biological system and multivariate statistical analyses for information extraction, exploration and modeling. Metabolomics
is increasingly used to discover metabolic biomarkers and
to gain a deep understanding of the metabolic processes
involved in a disease. In this study, we focused on chronic
kidney disease (CKD) [1], a progressive and irreversible renal
function disorder, often diagnosed quite late by a decrease of
the glomerular filtration rate (GFR). We were trying to identify
the set of metabolites predictive of two CKD stages based on
1
H NMR spectra acquired on urine samples. Urine is largely
used in metabolomics because it is non-destructive, highly
reproductible and requires minimal sample handling [2].

B. Previous work
Metabolomics studies often deal with complex multivariate
datasets due to the high dimensionality of spectral data, the
chemical complexity of the metabolites and the fact that
metabolites often overlap in the recorded signals. It therefore
requires the use of powerful and challenging processing and
machine learning methods [3]–[6]. To overcome over-fitting, a
common concern in metabolomic datasets where the number
of features is often much larger than the number of observations, past predictive analyses combined dimensionality reduction techniques with multivariate predictive linear modeling.
Standard univariate and multivariate statistical analyses, such
as Student's t-test, the Mann-Whitney test or (M)ANOVA
allow a reduction of feature dimensionality by selecting the
set of discriminant metabolites [4]. In metabolomics, the
partial least squares (PLS)-based classification [3], [6] and its
extension, orthogonal projection to latent structure (OPLS) [7]
are the most widely used as they integrate both a dimensionality reduction and a multivariate linear classification.
Support Vector Machine (SVM), a linear classifier, has also
been tested in metabolomics as the Kernel trick allows it to
model high dimensional data quite well [3]. For a binary
output, for instance, all of these methods will capture the
overall trend variations in the feature space between the two
study groups and the classification models will identify the set
of metabolites predictive of the output of interest. However,
they fail to model local biological phenomena underlying
subgroups of subjects. Local exploration methods exist and
have yielded some encouraging results on metabolomics data
such as rule extraction based on genetic programming [5], [8]
and Random Forest [3]. However, these methods explore only
random parts of the feature space building models that may
not generalize well.
C. Goals and methods
To overcome this limitation, we proposed and tested an original approach, based on a supervised rule-mining algorithm,
that locally and exhaustively explores the feature space of the
1
H NMR spectra. This approach aims to extract rules from
subregions of the feature space able to discriminate between
the two CKD stages among the patients belonging to these
subregions. From these rules, we learned a L2 -regularized
logistic regression (L2 LR) model. We compared this local
predictive model with a standard global predictive model,

combining classical univariate supervised feature selection
techniques (Fisher's exact test and mutual information) with
LR. We also tested a mixed predictive model considering both
the local and global features used in the previous two models.
D. Outline
In the next Section, we successively present the material and
methods of our study. Section III reports the results of the three
models, their comparison and their biological interpretation.
Finally, in Section IV, we conclude on these results and the
further development of this work.
II. M ATERIALS AND M ETHODS
A. Dataset
1) Cohort: The data for the study originated from 110
CKD patients followed at the Nephrology Department of the
Georges Pompidou European Hospital (Paris, France) for renal
biopsy, between the years 2013 and 2014. For each patient,
urine and serum samples were collected.
The Paris Descartes University ethics committee (Patients
Protection Committee) approved the study design, which is
conform to the Declaration of Helsinki.
The estimated glomerular filtration rate (eGFR) was measured from serum creatinine using the modification of diet in
renal disease (MDRD) equation [9]. Two stages of CKD severity were defined for our analysis corresponding to 2 groups
of patients: 24 patients with eGFR ≥ 60 ml/min/1.73m2 corresponding to low and mild CDK and 86 patients with eGFR
< 60 ml/min/1.73m2 corresponding to CKD stages ranging
from moderate to established kidney failure [10]. These two
CKD severity stages correspond to the target variable in our
analysis.
2) 1 H NMR spectra: 1 H NMR spectra of urine were
measured at 300K on a Bruker Avance II 500 MHz spectrometer. The spectra acquisition was based on a 1D Nuclear
Overhauser Effect SpectroscopY (NOESY) pulse sequence
with pre-saturation for water suppression. Parameters used for
the pulse sequence were : a relaxation delay of 1s, a mixing
time of 100ms, an acquisition time of 1.36s and a 90 degree
pulse length of 8µs. 32K data points were collected during 64
scans with a spectral width of 20 ppm.
3) Data preprocessing: The signal preprocessing of the
NMR spectra was performed with MestReNova 8.0 software
including the following standard steps: line-broadening factor
(0.3 Hz), Fourier transformation, phasing, baseline correction,
calibration by the TSP, exclusion of uninteresting or noisy
signals (urea - 5.45 to 6.48 ppm -, water - 4.48 to 4.96
ppm - and extremities - < 0.14 ppm and > 10 ppm -),
equidistant bucketing (bin width of 0.04 ppm in order to limit
misalignement problems) and constant integral normalization.
We obtained a matrix corresponding to an NMR spectra
dataset of 110 subjects and 184 buckets. We then applied to
this matrix a quantile-based discretization of the 184 buckets
into 10 bins. The discretized buckets were called bucket bins.
This is a prerequisite to our local rule-mining algorithm.

B. Supervised feature selection
The aim of supervised feature selection techniques is to
extract a subset of the features (here bucket bins) that have
relevant influence on the target variable (here CKD groups). To
achieve this, we explored two univariate approaches : a global
one, based on two data-mining techniques (Fisher's exact test
and the normalized mutual information) and a local one, based
on a supervised rule mining algorithm.
1) Global data-mining approach: This approach is a
dataset-wide analysis assessing the dependence between each
feature and the target over all the subjects. We used two
univariate feature selection techniques: Fisher's exact test and
the normalized mutual information.
Fisher's exact test produces a p-value for the hypothesis of
independence between the couple of variables (feature, target).
It is especially suitable for categorical features and small sample sizes. After building the contingency table of the couple of
variables, it computes the hypergeometric distribution of the
number of cells of the table:
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where aij are the entries of the contingency table , m and
n the number of rows and columns respectively and ri and
cj the row and column sums respectively. The deviation of
the probability Po from a null hypothesis of independence is
assessed by adding the probabilities of all combinations (i.e.
possible arrangements of data) with lower p-values than that
of the observed data Po . Features with a very small probability
(commonly a p-value ≤ 0.05) deviate significantly from the
independence assumption and are therefore considered important.
Mutual information is complementary to Fisher's exact test
as it measures the strength of all the types of dependencies [11]. We use the following notations: x and y are two
discrete features with p(x), p(y) and p(x, y) the x-marginal,
y-marginal and joint probability respectively. The MI between
x and y is defined as follows:
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The normalized mutual information to the entropy minimum
between x and y is:
nM I(x, y) =

M I(x, y)
minx,y [H(x), H(y)]

(3)

where, H is the Shannon entropy. nMI values are between 0 (x
and y are independent) and 1 (x and y are highly dependent).
We selected features based on both Fisher's exact test and
the nMI scores. First, we selected features with a Fisher's exact
test p-value ≤ 0.05 leading to a subset of features XF from
the entire database:
XF : {x | p-value(x,y) ≤ 0.05}

Then, the nMI scores of these features were computed and
the minimum observed was taken as a threshold for the nMI

selection on the entire database. This resulted in a subset of
features XnM I from the entire database corresponding to our
final selected features:
XnM I : {x | nM Ix,y ≥ min[nM Ix,y∈XF ]}
2) Local approach based on supervised rule mining: We
used a rule mining algorithm that exhaustively explores the
feature space (see Algorithm 1). This approach is a subgroupwide analysis describing the relationship between local distributions of each feature and the target.
These relationships are under the form of 1D rules:
1D rule : {Feature condition}
where feature condition is a range of values of a given feature
observed in the dataset.
For all the individuals verifying the feature condition, we
analyzed with different metrics, called rule quality measures,
the distribution of the different target modalities contained
in the rule. The objective is to highlight local phenomena
characterized by subgroups of subjects. Simply put, the more
individuals labelled with the same target modality the rule
contains, the more relevant the rule is. To identify the most
discriminative rules, we used two quality measures : the lift
and the z-score.
The lift of a rule r defined by a feature condition (i.e. FC)
with respect to a target modality (i.e. TM) is a measure of
subgroup over-density :
lift(r,TM) =

card(TM ∩ FC)/card(FC)
card(TM)/Db size

(4)

A lift > 1 reflects a higher density of the target modality in
the rule compared to that of the entire data and therefore it
highlights a local phenomenon in the subregion defined by the
feature condition.
The z-score tests if the proportion of subjects with the target
modality in the rule (p) and in the entire dataset (p0 ) are
different and is defined as follows:
√
p − p0
z-score = n $
(5)
p0 (1 − p0 )

where n is the number of subjects. We selected rules with a
z-score ≥ 1.96 corresponding to a confidence level of 95%.
C. Global, local and mixed modeling

We built three predictive models (global, local and mixed)
integrating a supervised feature selection step and a classification step (see Fig. 2). They differ by the feature selection
step. Indeed, for the global predictive model, we used the
combined Fisher's exact test and the MI techniques. This is
called a global model as the entire range of values observed
in selected features is taken into account in the prediction
step. For the local predictive model, we applied our rule
mining algorithm to the features selected with Fisher and
MI. The candidate rules provide meaningful information on
the discriminant subregions of the feature space (i.e. feature
conditions). We represented this local information as an array

Algorithm 1 Supervised rule mining
Input:
- a couple of variables (feature, target)
- the threshold of the quality measure (by default lift > 1 and
z-score ≥ 1.96)
Output:
- a set of significant rules for each modality
Step 1: Exhaustive rule generation and selection (see
Fig. 1)
Input:
- a couple of variables (feature, target)
Output:
- a set of candidate rules for each modality
a. For each feature
Construct all possible candidate rule combinations
made from adjacent bins.
b. For each target modality
For each candidate rule
Compute quality measures : lift, z-score
if lift > 1 and z-score ≥ 1.96
keep the rule
Step 2: Rule candidate minimization (see Fig. 1)
Input:
- a set of candidate rules for each modality
Output:
- a set of significant rules for each modality
a. Delete rules that are included in larger rules with smaller
z-score.
b. Delete rules covering smaller rules with higher z-score.

of binary features spanning over all the subjects. In our case
the value 1 means that the corresponding subject belongs to
the rule and 0 indicates the subject is not in the rule. Finally,
the mixed predictive model combined features from both the
global and local predictive models.
For the classification step, we used L2 regularized logistic
regression modeling the probability of membership of a class
through linear combinations of explanatory variables. We
used a penalized logistic regression to reduce the effect of
potential co-linearity inherent to the nature of the data and
more specifically a smooth L2 penalization due to the previous
features selection step. Standard logistic regression (i.e. non
penalized) estimates a binary decision function by assuming
that the logit can be modeled as a linear function of features.
log

P r(Y = +1 | X)
= wT X + b
P r(Y = −1 | X)

(6)

where X is the vector of explanatory features and Y the target
modalities. The penalization parameter is introduced in the
model to shrink the estimates of the regression coefficients

